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Parallel algorithm analysis measures



Review: Algorithm Performance Measures

Suppose we have a sequential algorithm that runs in time 7(n) where n is
the problem size.

I(n) = 0(gmn)  T(n) = L2(gn)) I(n) = O(g(n))

T(n)
dg(n)
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Recall: Shared-memory parallel computers
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E.g. Intel Haswell

A shared-memory multiprocessor (SMP) connects multiple processors to a
single memory system.

A multicore processor contains multiple processors (cores) on a single chip.

From UC Berkeley CS267



Recall: Distributed-memory parallel computers

Processor Processor

Network

Processor Processor
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Memory

Processor

Processor

Processor

A distributed-memory multiprocessor
has processors with their own memories
connected by a high-speed network.

Also called a cluster.
A high-performance computing (HPC)

system contains 100s or 1000s of such
processors (nodes).



Parallel Computing Measures

Parallel runtime can be expressed with 1(n, p), where n is the problem size
and p > 1 is the number of processors.

Can different
algorithms perform

p=0 better for different p?
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Parallel speedup

Runtime of the best sequential algorithm
Runtime of the parallel algorithm

Amdahl's Law

Speedup =

Speedup on p
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Lemma 1: S(p) < p

Speedup on p processors is

bounded above by p

Proof: By contradiction

Suppose S(p) > p
I(n,l1)
I(n, p)

SO >p = 1T(n,1)>p-T(n,p)



Speedup on p processors
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Is bounded above by p

Using this very fast parallel algorithm, design a new sequential alg. by
simulating the actions of processors in the parallel alg. using a single
Processor.

Runtime of the new sequential algorithm:
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Theoretical vs practical speedup

CPUO

C1 C2 C3
L1 L1 L1

We just proved that the maximum
theoretical speedup we can get on
P processors is P.

L2 L2 L2

B
In reality, there cases when we S L
might achieve superlinear Fis. 3. Usid meoryfor st xcution
speedup, or more than P J—
speedup.

One possible reason is that more

:
cache memory Iis available when T T
e

running on multiple processors.

Fig. 4. Utilized multi tiered memory for loosely coupled processors for
parallel executio

From “Superlinear Speedup in HPC Systems: why and when?” - Ristov et al. 2016



Parallel efficiency

Efficiency Is a measure of how effectively resources of a parallel computer
are utilized.

A work-efficient parallel algorithm performs no more than a constant
factor of extra work compared to the best serial algorithm for the problem.

Theoretically
measured In ops

Work done by the best sequential algorithm

Efficiency = Work done by the parallel algorithm
5(p)
Speeduponp [ E(p) = D ~ =1

Processors
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Example: Matrix-matrix multiplication

For simplicity, let’s assume the matrices are square:

void Mult(double *C, double *A, double *B, int64 t n) {
for (int64 t i=0; i < n; i++)
for (int64 t j=0; j < n; Jj++)
for (int64 t k=0; k < n; k++)
C[i*n+j] += A[i*n+k] * B[k*n+j];

What is the serial work of this algorithm?

13



Example: Matrix-matrix multiplication

For simplicity, let’s assume the matrices are square:

void Mult(double *C, double *A, double *B, int64 t n) {
for (int64 t i=0; i < n; i++)
for (int64 t j=0; j < n; Jj++)
for (int64 t k=0; k < n; k++)
C[i*n+j] += A[i*n+k] * B[k*n+j];

What is the serial work of this algorithm?

T(n,1) = O(n°)
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Example: Speedup vs efficiency

Suppose we have two parallel algorithms for matrix multiplication -
Parallel alg 1: T(n, n°) = O(log n)

Parallel alg 2: T(n, n%) = O(n)

Number of
Processors
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Rerminder- Speedup vs efficiency

T(n,1) = O(n)

Speedup

Alg 1:
T(n,n’) = O(log n)

Why Is it important
. Qo
Alg 2: that this is ©*

T(n,n*) = O(n)

Efficiency

What is the speedup?

Speedup = serial time /
parallel time
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Reminder: Speedup vs efficiency
T(n,1) = O(n>)

Spegdup Efficiency
- What is the speedup?
Alg 1: A y e /
T(n,n?) = ©(og n) peedup = serial time

parallel time
Why Is it important
. Q0
Alg 2: that this is O~
I(n, nz) = O(n) \

f(n) = O(s(n) A g(n) = O(r(n)) £ o ? (@)
o(n) r(n)
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Rerminder- Speedup vs efficiency
T(n,1) = O(n°)

Speedup Efficiency
Alg 1: O n’ What is the efficiency?
T(n,n’) = ©(log n) log 7 Efficiency = speedup / p

Alg 2:
T(n,n*) = O(n)



Reminder:

T(n,1) = O(n)

Alg 1:
T(n,n’) = ©(log n)

Alg 2:
T(n,n*) = O(n)

Speedup vs efficiency

Speedup Efficiency

d

n n
C, =0
logn) (n310gn) (

What about for alg 27?
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Reminder:

T(n,1) = O(n)

Alg 1:
T(n,n’) = ©(log n)

Alg 2:
T(n,n*) = O(n)

Speedup vs efficiency

Speedup
n3

C,
(logn

O(n?)

) o

Efficiency

n3logn

20



Rerminder- Speedup vs efficiency
T(n,1) = O(n°)

Speedup Efficiency

Alg 1: n’ © n — 0
T(n,n”) = ©(logn) log n n3logn
Alg 2: -
T(n,n*) = O(n) '®(1)

O(n?)
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Lemma 2: Brent’s Lemma

Let T(n, p,) be the runtime of a parallel algorithm designed to run on p,
Processors.

The same algorithm can be run on p, < p, processors without loss of
efficiency: i.e., E(p,) = E(p,).

Sometimes called

efficiency scaling

22



Lemma 2: Brent’s Lemma

. P1
Proof: To run on p, processors, let each processor simulate — processors.

P2

If they don’t perfectly
divide, take the ceiling.
You lose at most a factor
of 2 (proof omitted).

23



Speedup vs efficiency

Number of processors iIs
usually much less than the
problem size

24



Speedup vs efficiency

Number of processors iIs
usually much less than the
problem size
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Ratio of
pProcessors

Speedup vs efficiency

Total work is
processor-time
product

Number of processors iIs
usually much less than the
problem size
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Ratio of
pProcessors

Speedup vs efficiency

Total work is
processor-time
product

Number of processors iIs
usually much less than the
problem size
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Goals of parallel algorithm design

Speed: Design alg. to minimize 7(n, p) using the smallest possible value p.

Efficiency: Design alg. to maximize E(p) s.t. p is the largest possible.

To design fast parallel algorithms, target efficiency.

Efficiency » Speedup

*on the range of processors that the
efficient algorithm is guaranteed on

28



Quick check for efficiency

The work of an algorithm is the processor-time product.
Parallel alg 1: T(n, n°) = Oog n) @
Parallel alg 2: T(n, n*) = O(n) @
Parallel alg 3: T(n, n) = O(n?) @

How do you choose

between two efficient
algorithms?

29



Scalability: Matrix Multiplication Example

* Fixed-time scalability is one notion of scalability - when faced with more
resources and a bigger problem, does the problem have the same

runtime?

e are there things that more money / resources cannot fix"?

30



Scalability: Matrix Multiplication Example

|deal efficient algorithm:

T(n,n’) = O(1), < n’

3
T(n,p) = O (”—)
P

If we increase the problem size by 2x,
work Increases 8x, SO we try 8X processors

(5)-(5)
T(2n,3p) = O = 0| —
Sp p

31



Scalability: Matrix Multiplication Example

|deal efficient algorithm: Inefficient algorithm:
T(n,n’) = O(1), < n’ T(n,n) = O(logn)
n> n>logn
P P
If we increase the problem size by 2x, If we increase the problem size by 2x,

work Increases 8x, SO we try 8X processors | work increases 8x, SO we try 8X processors

] 3 3 3 3
T(2n,8p) _ 0 ( n ) _ 0 (n_) T(on.8p) = O(Sn loan) _0 (n 10g2n>
3p p 3p p
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Scalability example

What if we have two efficient algorithms?? 4x number of processors

-> 2X runtime
A,: T(n,n*) = O(n) p < n?

Ay T(n,n) = O(n?) p=<n
2X number of processors

-> 4X runtime

In general, prefer the one that can use more processors

33



Scalability example

p P3=n

Suppose we are multiplying two 1000 x 1000 matrices.
Problem size is n = 1000, and suppose p = 100,

What are p, and p;?

p;= 1000, p, =1000000

34



Scalability example

p P3=n P, =n

Now suppose the problem size doubles (n = 2000).

The work is increased 8x (matrix multiplication), let’s use 8x processors to try
to preserve the runtime.

p = 3800, p; = 2000, and p, = 4,000,000, since p < pyand p < p,, you
can use either algorithm

35



Scalability example

1% P3=n p,=n

If we double again?

p = 6400, p, = 4000, p, = 16000000, now p > p, so we cannot
use Az, so A, better!

Choose the algorithm that has a higher

maximum number of processors that it can use

36



Summary of goals

o Step 1 - Maximize efficiency

e Step 2 - Pick algorithm that uses max number of processors
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Example: Parallel sum

Given n numbers, compute their sum using p processors.

Step 1: Serial - Sum local n/p numbers

Step 2: Parallel - Add p numbers using p processors

24 33

15

What is the serial and 21 \ 57
parallel runtime? \

78
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Example: Parallel sum

\ \ |
\

78
Serial runtime: T(n,1) = O(n)
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How long does it take

to add up locally? Example: Parallel sum

p=4 1,2,3 10,11,12
24 33

6 15

\

Serial runtime: T(n,1) = O(n)

78

What is the height of

this tree?

40



How long does it take

to add up locally? Example: Parallel sum

p=4 1,2,3 10,11,12
24 33

6 15

\21 \ |
\

Serial runtime: T(n,1) = O(n)

78

What is the height of

" this tree?
Parallel runtime: T(n,p) = (® (_ 4+ 1ng> IS tree
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Maximize speed In parallel sum

Find p such that T(n, p) is minimized:

d (n
—(—+logp) =0

dp \p
n |
——2+—=O
P P
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Maximize efficiency In parallel sum

What range of p can support E(p) = ©(1)?

Ep) = —1_ _ g1
pI(n,p)
E(p) = ———————— = 6(1)

p (; + 10gl?)

n
> ———=0(1) = plogp = O(n)
n+ plogp
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Maximize efficiency In parallel sum

What range of p can support E(p) = O(1)?

plogp = O(n)
Prove by substitution
)

Guess: p = O (1
ogn

0, e - log e = (0 e - (logn — loglog n)
log n log n log n

O( e -logn) = 0(n)
log n

44



Communication and parallel algorithms

45



Example: Parallel sum

P, P, P,

@) G (3
(

OO S

Ps  Ps Py

3) (@) (37
(B

What are the serial and
parallel runtime?
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Serial runtime?

Analysis of parallel sum

47



Analysis of parallel sum

Serial runtime: T(n,1) = ®(n)

Parallel runtime?

48



Analysis of parallel sum

Serial runtime: T(n,1) = ®(n)
Parallel runtime: T(n,n) = O(log n)

Speedup?

&
©
o

2 I:)3 I34 I:>5 P6

@) (@) @) (@) @ @
O (& (B

(&
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Analysis of parallel sum

Serial runtime: T(n,1) = ®(n)

Parallel runtime: T(n,n) = O(log n)

Speedup: S(n) <

logn

&
©
o

2 I:)3 I34 I:>5 PG

@) (@) @) (@) @ @
O (& (B

(&
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Concrete example of parallel sum

Suppose n = 1,000,000.

S( ) < n P, P, P,
n ——
~ len O ©
o < 12000.000 O @
n —_— .
=" 90 ©
o

S(n) £ 50,000

Tovan |

51



Interconnection Networks

In real systems, processors are connected by a bus:

Transfer latency
relative to

IS parametrized
by 7

n E n s pasmetrze

Transfer latency 7 Is usually on the order of 10,000 slower than local
computation.

52



Interconnect Network and Parallel Speedup

Serial runtime: T(n,1) ~ 1 - n
Parallel runtime: T(n,n) ~ 7 - logn

With the previous example numbers of n = 1,000,000 and z = 10,000

5 @

oo S o 000000
eeaup. n~x ——m— —
peeatb 10.000 - 20

Any ideas about how to
Improve the speedup?

53



Another parallel sum algorithm

Given n numbers, compute their sum using p << n processors.

Step 1: Serial - Sum local n/p numbers

Step 2: Parallel - Add p numbers using p processors

\/ \ 57

What is the serial and parallel runtime
assuming an all-connected network?

78
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Analysis of partially local parallel sum

Serial runtime: ?

55



Analysis of partially local parallel sum

Serial runtime: T(n,1) =~ n

Parallel runtime?

Hint: should
Include 7

56



Analysis of partially local parallel sum

Serial runtime: T(n,1) =~ n

n
Parallel runtime: T(n,n) ~ — + 7 - logp
P

Speedup?

57



Analysis of partially local parallel sum

Serial runtime: T(n,1) =~ n

n
Parallel runtime: T(n,n) ~ — + 7 - logp
P

Speedup: S(p) K ————
> + 7-logp n = 1,000,000

plogp <= = 100

P T
S(p) = —

If TplogpSn pszz
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Modeling Parallel Interconnects

Interconnection Network

59



Interconnect Network Metrics

Memory accesses (load/store) have two costs:

Latency - the startup cost to transfer (7)
Bandwidth - the average rate (bytes / sec) to send/receive a large chunk of

data (u¢)
Bandwidth ' // V

~ data throughput (bytes/second)
Low Bandwidth High Bandwidth

Latency

~ delay due data travel time (secs)

Low Latency High Latency

From UC Berkeley CS267 Image: Katie Hempenius 60



Modeling Communication

Suppose processor p; is sending message of size m to processor p;

Transfertime: 7. =7+ u - m

Example: Bandwidth is 100 Gbps = 12.5 GBytes/s

1
bvte) = ———— — ().0R
K per Byt = o 109 NS
- 1=>100=-10°:1-=10:1

3GHz = 1 clock cycle = gns

61



Summary

* The goal of parallel algorithm design is to achieve work efficiency, or
asymptotically equal work to the best serial algorithm.

* Parallel speedup may be limited by the interconnect network.

o Speedup may be improved by coarsening the parallelism.
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